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1 Introduction 

It is always said that agent research needs to convince industry of the benefits of the 
agent approach. So far, arguments have been of the type agents are X and objects do 

not, hence agents are better, where X could be one or many of the following: 
autonomous, intelligent, adaptative, social, etc. To proof these arguments, we build 

applications that demonstrate agent capabilities, though their complexity, in most 
cases, does not go beyond toy examples. 

Building complex agent oriented applications will serve as proof of concept for us, 
researchers in the area, and may draw attention from industry, but we wonder whether 

this is enough to convince. Our opinion is that we still need to answer an important 
question: how much does building a MAS for a concrete domain cost? This 

information is fundamental in order to integrate MAS technology into industrial 
software engineering practices. There is no exact answer to this question, though.  

Conventional software engineering has the same problem and has invested an 
important effort in studying methods to foresee how much it would cost to build a 

software system knowing in advance what it should do and without coding anything 
at all. This is called sometimes software economics. Most known prediction models 

are COCOMO and COCOMO II models, but there are many others like Putnam [1]. 

These models take the experience on previous developments to predict the cost of 
similar developments. With this experience, software managers build estimations of 

cost, taking into account variables like average expertise of programmers, complexity 
of the problem, source lines of code, precedentness, and many more. 

In order to do the same with agent oriented applications we need: 
1. Source code of agent oriented applications to make measurements. Known 

applications of agents do not make public their code, so we do not have a 
collection of applications to base on. 

2. Adaptation of software engineering methods. Current metrics consider aspects 
different from how we focus an agent oriented development. This means that 

estimations of the effort are not accurate for our domain. For instance, metrics 
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only consider interactions with the user, but agents also interact with other 

agents. 
In this paper we mainly address these two issues. To get measurements on the costs 

of developing a multi-agent system, we contribute with our experience in three 
European research projects where we have developed case studies of reasonable size. 

With respect the definition of metrics for agent oriented software, we consider a list of 
agent features that are implemented into these projects and integrate them into an 

known estimation model, the COCOMO II [1][2]. To evaluate the resulting costs in 
terms of development time and human resources, we have used three tools: Eclipse 

Metrics Plugin [4], CodeCount [6], and USC COCOMO II program [3]. 

These results can assist agent developers to elaborate tentative estimations of how 
much effort they should dedicate to their projects and, with this data, determine their 

costs. To evaluate our results, we have used the knowledge of how much did it really 
cost against how much our estimation says it should cost.  

The paper is structured as follows. First an introduction to the projects we have 
participated into. Following, some basic concepts about cost estimation. Then, we 

introduce our cost indicators, adapted for  agent developments. Afterwards, we 
present a summary of the costs we have faced so far. This serves as starting point for 

some cost estimations in the next section, and the base for obtaining metrics for agent 
related concepts. To conclude the paper, we present some evaluation of the results and 
conclusions. 

2 Domain Problem 

As source of knowledge, we consider three European research projects. Their nature 

is not exactly the same as industrial projects, since budget and time cannot be 
modified and it is not expected that the products of the project are finally sold 

(therefore, maintenance costs are not normally assumed). But our role here was 
similar to a consulting company, since we had to implement the system with time and 

budget constraints, and deliver a product with some quality requirements. Moreover, 
though the first two are more research oriented, the third had closer resemblance to an 

industrial project, since the outcome of the project was an application that had to be 

used in a real environment with real end users. The first two had as purpose 
demonstrating the maturity of agent technology. Therefore, the quality of the result 

was not as important as the proof of concept. To give an accurate idea of each project, 
we have prepared a brief introduction to each one: 

• Eurescom P815. Communications Management Process Integration Using 
Software Agents. (1999-2000) [7] This project was concerned with the use of 
agents to improve workflow management applications. Our part in the project 

was the specification and implementation of agents that assist users in the 
management of a proprietary Intelligent Network Service Creation Environment. 

The main issues in this system were agent interface with users and 

interoperability with an existing system. We finally implemented two types of 
agents: the personal manager agent (PMA), for assistance to a project manager, 

and the personal developer agent (PDA), for developers in a project. A BDI 
architecture was considered for agent control, which was implemented with Java 



and JESS (Java Expert System Shell). Agent communications with other agents 

or with the existing system was based on CORBA. 

• Eurescom P907. MESSAGE: Methodology for Engineering Systems of 
Software AGEnts. (2000-2002) [8] The main result of this project was the 
definition of the MESSAGE/UML methodology. To test the methodology, we 

designed a Travel Assistant case study. In this implementation, three were three 
agents: a Personal Assistant that represents the user in the system, an Information 

Finder agent that was responsible of looking for information sources related with 
airports, and the InfoAENA agent that wrapped an airport information source. 

The service implemented in this Travel Assistant case study was the notification 
of flights incidences. User-Personal Assistant interaction was web based and 

implemented on servlets. Servlets communicated user’s orders to the Personal 
Assistant through Java RMI. Inter-agent communication was implemented with 

JADE. Personal Agent behaviour was BDI based, whereas the other agents were 
reactive. 

• PSI3. Personalized Service Integration Using Software Agents. (2001-2003) 
[9] This was an ACTS project where we implemented a collaborative information 

filtering system. The system tried to form virtual communities of users where 
every registered user received only interesting information. Each user was 
represented in the system by an agent that knew user's current interests and 
learned new ones. We named these agents Personal Agents or PA. They got 

together into one or many virtual communities, represented with a Community 
Agent or CA. The challenge here was to evolve communities' topics, managed by 

CAs, as user interests were shifting, and how PAs could learn new topics from 
the user. Also, if CA and PA together could prevent unwanted behaviours like 

information spam. This system is more complex than the previous. It was made 
with an undetermined number of agents (we tested the system with up to three 

hundred heavy agents) and was rather scalable (new computers could be added to 
increase the number of agents registered). Agents were implemented with 

CORBA communications and a JESS control. This time it was not a BDI control, 
but a more conventional session oriented control. 

These three projects make together an excellent data repository to extract 

conclusions upon. Their size is beyond toy applications since the average of time per 
project was more than a year involving at least two developers at the same time. 

Readers interested in knowing more about these projects can consult 
http://grasia.fdi.ucm.es, where we have grouped together links to video demos, and 

more information. 

3 Basic concepts about project management an metrics in 
COCOMO II 

Estimation of how much a software project will cost is measured in terms of size, 
human resources and time. The estimation model we use, COCOMO II, starts 

expressing the size of the application in different ways: 

• Source Lines of Code (SLOC). A line of code refers to the smallest piece of code 

a programmer can produce. However, there are some elements that are not a 



SLOC, like a breakline character,  a comment, or a compiler directive. There is 

list conditions elaborated by the Software Engineering Institute that is 
implemented into CodeCount [6].  

• Unadjusted Function Points (UFP). They represent the amount of functionality in 
a software project and a set of individual project factors. They can be used at the 

beginning of a project when no source code is available yet to determine what the 
expected size of the system is. UFP are usually translated into SLOC. COCOMO 

II counts the ways an application communicates with the user or environment by 
categorizing into: External input (EI), External output (EO), Internal Logical File 

(ILF), External Interfaces File (EIF), or External Inquiry (EQ). Each instance of 
these function types is then classified by complexity level. The complexity level 

determines a set of weights, which are applied to their corresponding function 
counts to determine the UFP value [2]. 

• Application Point (AP). An application point is another way of expressing the 
functionality to implement. An application point can be a screen of the 

application, a report or a 3GL component. There is some ongoing work on this 
topic in COCOMO II, though, so far, there are not enough projects measured this 

way.. 
COCOMO II uses several formula where these factors are weighted with the 

experience obtained in previous developments. To these variables, each estimation 
model adds additional elements to be considered: degree of reuse, automatically 

generated lines of code, experience of the staff involved, complexity of the 
development, existence of previous similar developments, etc.  

4 Agent Specific Implementation Elements 

In COCOMO II, a main element that affects the final cost is the estimated size of the 
development expressed in SLOC or UFP. These elements may work for predicting the 
cost of an agent-oriented application, as we will see in the next section, but here we 
want to explore also other possible kinds of sources of SLOC and test how well, or 

bad, they work as indicators of the effort. There were many candidates for indicators, 
but we mention here those we found more relevant for the developments we were 

involved into. 
In the projects used as background experience, we used regularly: 

• A BDI control. Using BDI means that there are goals and that these goals are 
to be satisfied by tasks. To make it work, there must be information structures 

that interrelate different goals and that describe what to do on goal failure or 
satisfaction conditions. Besides, there has to be some management 

infrastructure to deal with decisions referring to which goal to focus at the 
moment and how to do so.  

• Session based control. Agents should have infrastructures to handle 
conversations, i.e. instances of protocols, with other agents or human users. A 

well common known way to do this in the telecomm domain is the session 
management scheme. There is a session manager responsible of creating, 

destroying, and monitoring ongoing sessions, i.e. ongoing conversations. 



Sessions can be used also to model reactive behaviours in communications and 

they are usually implemented as state machines. 

• Perception of the environment. Defining proper system boundaries is one of 

the first tasks on designing a system. With agents, system boundaries are 
determined by the allocation of agent sensors. Sensors produce information 

that is later processed by agents.  

• Abstract Communications. In our projects we did not stick to a concrete 
technology, since the agent interaction concept is technology independent. To 
abstract from the different technologies, our agents were built over a resource 
layer responsible of implementing technology specific communication 

artefacts, and offering upwards an homogeneous interface. 
To gather information about these aspects, we have defined several variables: 

• Sociability. We try to estimate how social an agent is. We measure this aspect 
counting interaction specific elements such as: 

� Interaction. Being one interaction, for instance, the capability of an agent 
of engaging into one conversation with another agent. Usually, we identify 

the number of interactions with the number of protocols that an agent is 
able to understand and follow. 

� Messages. This gives an idea of the complexity of the conversations used 
by the agent. By message, we mean a prototype of information that it is 

intended to be interchanged along a conversation. Messages sent within 
loops, for instance, would not count as many messages, since each message 

would have the same format with subtly different data. 

• Behaviour. We collect data about behaviour specific elements of agents. 

Taking into account that agents can contain either reactive or deliberative 
behaviours, we tried to select elements that would be shared by most 

implementations: 
� Task. This element informs of the capabilities of an agent. If in the agent 

architecture, the task is a method or a procedure, then we would count the 
number of such methods. In general, it is more probable to find tasks 

identified with isolated structures, such as modules, scripts, or classes. 
� Rules. Most agents implement their control with rules. Here we would 

count general rules directly, without taking care of the purpose of the rule.  

� Goal Management rules. These would be rules whose responsibility is to 
control the lifecycle of goals in the agent. These rules tell what to do when 

the goal has been achieved or when it has failed. They also may tell which 
goal to focus on next. Of course, they make sense when the control of the 

agent is goal oriented. 
� State Machines. It is another classic way of implementing agent control. 

By counting the number of different state machines and the states they 
consider, we have an initial idea of the complexity of the behaviour of the 

agent. 

• Information. Here, we try to know how the agent perceives the world, and how 

he manages to take decisions.  
� Mental entities. This counter is related with cognitive agents having a 

mental state. By counting mental entities, we obtain an integrated numeric 
representation of how the agent represents its environment and how precise 



is the control of the agent. This serves also as  a generalization of the 

counting of events and goals, which are more specific measures that may 
not be applied in concrete representations. 

� Events. It refers to the perception of the agent. We assume that whatever 
information perceived from the environment takes the form of events, once 

the agent start processing it. Here, depending on the paradigm, we may find 
events implemented as predicates in a knowledge base, specialised classes, 

or, perhaps, only as strings. 
� Goals. Goals are special mental entities that are dedicated to control 

purposes in most cognitive agents. Counting them gives an estimation of 

how complex is the control of a cognitive agent. 
Developers are expected to elaborate descriptions of their systems and count the 

elements mentioned before. With this data, the developer can apply the COCOMO II 
model as the section 6 indicates in order to obtain the manpower required in the 

project and the expected time. 

5 Some numbers 

We have inspected P907, PSI3, and P815 in two ways. First with a conventional tool, 

the Eclipse metrics module and then, manually, inspecting the resulting code. Since 
we are facing projects of different nature, we had to differentiate between 

conventional statistics, related with the object oriented implementation, and agent 
statistics, related with agent oriented topics, reviewed in the previous section. These 

data will be used in the following section to evaluate COCOMO II models and check 
their results.  

 P907 P815 PSI3 

Number of classes 172 482 130 

Number of packages 31 45 23 

Average methods per class 4,09 5,17 5,3 

SLOC Logical lines 5393 15843 9862 

SLOC Physical lines 7007 20009  13102 

Table 1. Statistical data about the implementation of projects P907, P815, PSI3. Data 
extracted from project sources excluding self-generated files such as RMI/CORBA 

skeletons or stubs. Tools for obtaining the data were CodeCount [6] and Eclipse 
Plugin Metrics [4] 

 
These data were used to adjust the different variables and make them fit with the 

actual costs of the project. As readers can see, P815 and PSI3 are more complex than 
P907. The main reason is that P907 had less effort allocated for development than the 

other two. P907 main goal was producing the MESSAGE methodology not a 
prototype of an agent system. 

 P815 P907 PSI3 

Total number of Interactions with other agents 3 5 4 

Total number of messages interchanged 15 19 11 

Total number of events considered 61 10 10 

Total number of rules 198 48 39 



Total number of tasks 71 9 39 

Total number of state machines applied 5 10 8 

Total number of states in every state machine 13 46 37 

Table 2. Statistical data common to all projects. Data refer to elements commonly 

associated with agents whose control is expressed with rules 
 

 P815 P907 

Total number of types of mental entities 
(F=Facts, G=Goals, E=Events) 

8F+135G+61E= 
204 

3F+29G+10E= 
42 

Total number of Goals 135 29 

Rules dedicated to management of 
mental entities 

190 46 

Events 61 10 

Table 3. Statistical data about BDI behaviour. Some elements were duplicated into 

each agent. The numbers here are obtained after eliminating duplicates. 

6 Applying estimation models 

The application of COCOMO II Early Design Development model is configured with 

the following considerations: 

• Each project is structured as a single module representing the whole system. This 
module has a size in SLOC determined by the logical SLOC row in Table 1.  

• Time for each project is strictly limited by the time assigned in the respective 
project plan. To weight the effort, we adjusted the man power invested in order to 

have a more realistic view of what effort it required. 

• We do not take into account maintenance effort since project prototypes did not 
have to be maintained. Also, for the sake of simplicity, we assume a waterfall 
development process. 

• We use scale factors shown in Table 4, though Effort Adjustment Factor (EAF) is 

modified to fit each project concrete domain problem and experience, see Table 
5. Values are extracted from the tables presented in the COCOMO II software 

modelling manual [3]. We encourage reading this manual since it illustrates the 
ratings of some sections which may not seem logical. Values from Table 5, for 

instance, are obtained by summing the values of, at least, two other factors and 
applying a conversion table. 

 

 P815 P907 PSI3 

Precedentness Nominal High High 

Development 
Flexibility 

High High Nominal 

Architecture/ Risk 
resolution 

Extra High Extra High Nominal 

Team Cohesion Hi Very High Very High 

Process Maturity Low Nominal Nominal 

Table 4. Scale factors applied to each project.  



 

In Table 4, Precedentness grows as we gain experience in the development. 
Flexibility was high in the P815 and P907 since they produced prototypes made by us 

only. In PSI3 there was integration effort and this implied defining strict interfaces 
and integration tasks. Architecture and risk factors were under control in P815 and 

P907, since no functionality was considered hard to be solved. Therefore, we chose an 
extra high. In PSI3 there was an uncertainty about a part of the project that depended 

on document classifiers, so we labelled this time as nominal the value. Team cohesion 
was high at the beginning, and very high at the end, as the development team gained 

knowledge and confidence. Process maturity refers to the Capability Maturity Model 

questionnaire, and, at the beginning, we were in the Level 1 which is equivalent to 
Very Low at the beginning and Nominal in the others, since we were able to repeat 

the development. 

 P815 P907 PSI3 

Product Reliability and Complexity 

(RCPX) 

High Nominal Very High 

Reusability (RUSE) High Very High Nominal 

Platform Difficulty (PDIF) High Very High High 

Personnel Capability (PERS) Nominal Nominal Nominal 

Personnel Experience (PREX) Low Nominal High 

Facilities (FCIL) Nominal High High 

Required Development Schedule 
(SCED) 

Nominal Nominal Nominal 

Table 5. Effort Adjustment Factor (EAF) applied to each project  

 

In Table 5, RCPX depends on the size of the data managed, the reliability 
associated to the system, and the kind of operations it makes. P815 made interpolation 

operations, had several protocols implemented, and managed a data base of project 
tasks of moderated size. This means for us a High value overall. P907 performed 

simple operations, had also many protocols between different agents, and the data 
handled referred to airplanes and departures, what makes an overall of nominal. PSI3 

had to perform complex operations to classify documents and learn user interests, the 
interactions where also many, and the database size was the largest since we handled 

part of the Reuters news collection.  
RUSE measures the effort in building reusable components. In P815 the effort was 

high and even more in P907, since we produced goal management facilities, 
communication facilities, and the agent architecture. In PSI3 the effort was nominal 

since there was interest in obtaining reusable components, but it was not a primary 
goal.  

PDIF combines consumption of time during execution, platform volatility, and 
main storage constraints. In all projects, platforms were rather stable, with changes 
between 6 months and 12 months. Only PSI3 had some time execution constraint, in 

order to share the processor with other applications. P815 consumed around 50 % of 
CPU and P907 around 95%. Percentage of use of storage resources in all projects was 

very low but all of existing resources were dedicated to the developed applications.  
    PERS measures the skills of analysts and programmers and their continuity in the 



company. Along the three projects, there were some minor changes in personal that 

made use fall in the nominal category. 
PREX refers to the experience in the application, languages/tools, and platform 

experience. With respect the platform, P815 used CORBA and JESS. The first was 
rather well known, but the second was not so. P907 had similar problem. We used 

JADE for the first time, and ILOG JRules for the first time as well. PSI3 used again 
CORBA, which we knew, JESS, now well known, and Rainbow (a text mining 

library), which was new for us. All developments used JAVA and CASE tools for 
modelling, in which we had more than three years of experience. With respect to the 

application, P815 was our first agent system, P907 the second, and PSI3 the third, 

apart of some academic projects.  
FCIL combines the use of software tools and multi-siteness, i.e., if members of the 

project were working remotely and, if so, in what degree. In P815, we used IDEs for 
development and CASE tools for modelling, but independently. In P907 and PSI3 we 

tried to integrate more, but still had to reach maturity. With respect multi-siteness, 
P815 was performed within the same city, where as PSI3 and P907 were in the same 

building with occasional meetings with companies.  
SCED measures acceleration of the project in order to eliminate risks. In all 

projects there was none. This is expressed as a nominal value. 
 

 
Figure 1. Snapshot of the P815 project estimation obtained from the COCOMO II 
implementation 

  
With this configuration, we found out that project projects P907 and P815 had been 

overestimated in more than 400%. In the case of PSI3, there was an infravaloration of 
the effort close to 20% (Table 7), which is not a bad result. These values only tells us 

that agent developments are different from conventional developments, and that the 

effort is not invested into the elements COCOMO considers. Hence, the estimation 
should study only those elements related with the construction of the agent, discarding 
the other ones as non relevant.  

As an experiment, we selected a set of concepts from the list presented in section 

¡Error! No se encuentra el origen de la referencia., and measured their 
implementation cost in SLOC, as Table 6 shows. We recalculated the cost for all 

projects and obtained the column B shown in Table 7 and Figure 2, also. The results 
were better with P907 and P815, but not with PSI3. Besides, we wanted to have an 



estimation of the cost of implementing each one of the concepts from section 4. That 

is the reason why we tried another experiment. 
Our next step was obtaining an equivalence of average SLOC per task, state 

machine, event, and so on. We omitted interactions on purpose because they usually 
appear as state machines. Also, we omitted messages and states considered by 

machines, since in the projects we study, there is some redundancy due to 
dependencies among in the number of states and the number of messages. 

 
Figure 2. P815 estimation using only elements chosen from Table 6 and data from SLOC 

p815 column. 

Element  
SLOC 

P815 

SLOC 

P907 

SLOC 

PSI3 

Average 

SLOC 

Average 

SLOC per 

item 

Event 443 86 172 233,66 11,02 

Rule 2130 923 1047 1366,66 18,94 

Goal 1581 110  845,5 7,75 
Task 793 520 303 627 76,17 

State machines  142 691 1048 233,66 11,02 
Table 6. Equivalence of each element into SLOC. Data obtained from the source code of the 
projects. We isolated the parts of the code that had to do with each item and applied CodeCount 
when items were codified in Java, and a simple line count, with the unix command wc -l, when 
it was a expert system shell.  

 
With these results, we recalculate again the models, applying this time the values 

from Average SLOC per item in Table 6 multiplied by the number of events, state 

machines, and so on, of each project. As a consequence, we obtain the data presented 
in Table 7 column C. As it can be seen with values in column B and C, the results are 

more accurate that those of column A, which correspond to the  COCOMO II applied 
directly over the total SLOC, the one shown in Table 1.   

 

Project Real cost  (A) (B) (C) 

P907 6 PM, 5 

months  

29.3 PM, 

10.1 months 

7,2 PM, 6 

months 

6,8 PM, 6,6 

months 

P815 18 PM, 9 

months  

116 PM, 

15.9 months 

16,3 PM, 

8,7 months 

25 PM, 9 

months 

PSI3 69 PM, 18 57.2 PM, 7,6 PM, 6,8 7,3 PM, 6,7 



months 12.9 months months months 
Table 7. Comparison of values obtained with pure COCOMO II (A), pure COCOMO II with 
the data obtained from Table 6 (B), and COCOMO II using average SLOC count per item (C). 
PM stands for Personnel Month, and represents the effort of one programmer in one month. 

Column A is obtained from the most likely estimation.  

With the new estimation parameters, we get worse results for project PSI3. This 

could be explained because of the management and debugging facilities that we had 
to implement in order to deal with scalability, and that we removed in order to make 
this study. If we consider that code as tasks to be executed by the system, the new 
estimation is better 19.5 PM and 9 months, but not as good as the one generated by 

pure COCOMO II. As we will comment in the next section, this could be a proof that 
we still need more knowledge from more agent oriented developments.  

However, with this information, we can get an estimation of an agent based project 
only knowing its initial specification in terms of events, tasks, goals, state machines 

(or interactions), and expected rules. The interest of this information is that it can be 

known in analysis time, and it is present in most agent oriented developments. 

7 Evaluating the results 

Software estimation is not an exact science. Obtaining more accurate estimations is a 

matter of choosing the best indicators for a problem domain and choosing the 
adequate estimation model and values for the terms involved in the equations of 

software economics. COCOMO II was not completely explored. Therefore this paper 
should be understood as preliminary work that could be improved.  

One of our decisions was applying an early design model, a model we could 
associate with the initial stages of an agent development. Indeed, a immediate 

improvement could be applying a Post Architecture COCOMO II model , which 
considers more parameters than the one we chose. But, again, we wanted to include 
our experience to provide some prediction at the analysis stage of a MAS 
development. Also, another improvement, could be using application points instead of 

the SLOC approach we took. Though the theory behind application points indicates 
that they could be a better estimate than UFPs and SLOCs, we thought that SLOCs 

were a more feasible integration point for agent concepts.  
With the values we have obtained, it is possible for us to foresee the cost in man 

power and lines of code by using only an agent based specification. However, the data 
collected is not enough yet for accurate estimations. We still need to gather data from 

more projects in order to have a database of costs associated to each project and 

obtain more accurate measures. COCOMO II makes possible obtaining more accurate 
estimations by means of recalibration of the scale factors it considers (the different 

weight associated to each variable in the effort and schedule formulae). Hence, the 
more data about projects exist, the better we can foresee the cost of new MASs. 

However, increasing the amount of data is a goal hard to achieve, since it implies 
either a common effort in sharing the results of the projects we, agent researchers, 

have been involved into, or promoting the development of MAS and making its 
implementation public. So far, this effort has been quite limited. 

Some readers may argue that these results are not applicable to any agent 
developments. This is true in part. Developments with conventional software 

Comentario: frase compleja??? 



engineering can be as diverse as those based on agents. We can find very different 

system architectures and technologies in each one, and, yet, COCOMO II holds. 
There are not exact measures, but error is usually within 20% of the real cost, which 

may be considered as a good estimation. Whether the same estimations work the same 
for agents is something to be proven beyond any doubt, and, in that sense, this paper 

is a first step.  

8 Conclusions 

The goal of this paper was introducing some alternatives for integrating agent 

research experience in developing prototypes into common software engineering 
practices. In concrete, we centred into the cost estimation problem, an issue that has 

not been studied in depth in our area, yet. 
 Our contribution to the agent community are statistical data about three projects 

we have been involved into, an estimation of SLOC required for each element present 
in our implementations, and its inclusion into a COCOMO II model. 

There is much work to do, still. As we pointed out before, we need more data and 
further experimentation with COCOMO II models, to identify more concrete agent 
features that influence the development. Also, we need to perform similar studies to 

this one but centred in the area of Rapid Application Development, since our main 
line in INGENIAS deals with automatic code generation from specifications. Also, 

we need to identify the influence of the reuse of code from previous developments 
and existing libraries. 

In the near future, the adapted COCOMO II for agents will be implemented as a 
module of the INGENIAS Development Kit [5] so that agent researchers can estimate 

in analysis/design time how much effort an agent oriented development may take. 
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